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POL 138 Quantitative Reasoning in Political Science
Practice for Exam 1

1.1 Quantitative reasoning

Research focusing on numbers is ___.
· qualitative research 	
· quantitative research

Which of these is closest to what an inference is?
· a conclusion
· a hypothesis
· a reason for a prediction
· a flawed idea
	
1.2 Measures of central tendency

What is the mean of the set of numbers {0, 0, 1, 2, 7}?

(0+0+1+2+7) ÷ 5 = 10 ÷ 5 = 2


What is the median of the set of numbers {0, 0, 1, 2, 7}?

1


What is the median of the set of numbers {0, 1, 3, 8}?

(1+3) ÷ 2 = 4 ÷ 2 = 2

1.3 Outliers

Which number or numbers is or are an outlier in the set {-1, 0, 0, 1, 1001}?
· -1 only
· 0 only
· -1 and 1001 only
· 1001 only
· There is no outlier

Adding an outlier would be expected to have more influence on the ___ of a set of data.
· mean 
· median
Removing an outlier would be expected to have more influence on the ___ of a set of data.
· mean 
· median

1.4 Standard deviation

For a set of numbers, the standard deviation indicates ___.
· the most common number
· the correlation between the numbers
· the average distance of the numbers from the mean
· the distance between the low number and the high number
· the middle number when the numbers are ordered from low to high
	
Which set of numbers  {1, 3} or {12, 14}  has a larger standard deviation?
· {1, 3}
· {12, 14}
· The standard deviations for the two sets would be the same.

Which set of numbers  {1, 5} or {12, 14}  has a larger standard deviation?
· {1, 5}
· {12, 14}
· The standard deviations for the two sets would be the same.

Which set of numbers  {0, 5, 10} or {0, 9, 10}  has a larger standard deviation?
· {0, 5, 10}
· {0, 9, 10}
· The standard deviations for the two sets would be the same.

The standard deviation of the set of numbers {7, 7, 7, 7} is ___.
· 0
· 4
· 7
· 28

The standard deviation of the set of numbers {-2, -2, -2} is ___.
· less than zero
· zero
· greater than zero
	
Suppose that all students in a class take a 100-item test. The mean number of correct items on the test is 60, and the standard deviation of the number of correct items is 10. If the teacher counts each item correct as half of a point, the standard deviation of the test scores would be ___.
· lower than 10
· higher than 10
· 10
Suppose that four students have weights of 80 kilograms, 90 kilograms, 100 kilograms, and 110 kilograms. The teacher multiplies each weight in kilograms by 2.2 to estimate the students' weights in pounds. Compared to the number for the students' weights in kilograms, the students' weights in pounds will have ___ number for the standard deviation.
· the same 
· a lower
· a higher
	
1.5 Histograms

In the histogram below, which is true?
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· There is 1 observation of 3.
· There are 3 observations of 1.

1.6 Proportions, percentages, and percentage points

Suppose that a sample has 10 Democrats, 5 Independents, and 7 Republicans. What formula can be used to calculate the proportion of the sample that is Independent?
· 5 ÷ (10 + 7)
· 5 ÷ (10 + 5 + 7)
· (10 + 5 + 7) ÷ (10 + 5 + 7)

Suppose that, in 2023, 60% of students at a college are women, but that, in 2024, only 54% of students at the college are women. That change can be correctly expressed as a decrease of ___.
· 6 percent
· 6 percentage points

Suppose that, in 2023, 60% of students at a college are women, but that, in 2024, only 54% of students at the college are women. That change can be correctly expressed as a decrease of ___.
· 10 percent
· 10 percentage points

Suppose that, in 2023, 40% of students at a college are women, but that, in 2024, 60% of students at the college are women. How would that change be expressed as a percentage point change?

60 - 40 = 20 percentage points




Suppose that, in 2023, 40% of students at a college are women, but that, in 2024, 60% of students at the college are women. How would that change be expressed as a percentage change?

(60 - 40) ÷ 40 = 20 ÷ 40 = 0.50 = 50%




Suppose that, this year, 20% of students at a college are Republican, but that, next year, 40% of students at the college are Republican. That change can be correctly expressed as an increase of ___.
· 100 percent
· 100 percentage points

1.7 Percentiles

Suppose that a score of 70 is at the 80th percentile for scores on a test. What does this mean?
· 80 percent of scores are above 70.
· 80 percent of scores are below 70.
· 80 percent of scores were 70.
· A test with a score of 70 was a test with 80 percent of items correct.
· None of the above

Suppose that the eight scores on a test are: 18, 34, 65, 75, 78, 81, 89, and 91. What percentile would the score of 89 be at, to the nearest whole percentile?
· 11th percentile
· 25th percentile
· 37th percentile
· 50th percentile
· 75th percentile
· 89th percentile
	
Which score below indicates a higher degree of political knowledge for a political knowledge test?
· scoring at the 1st percentile on the test
· scoring at the 99th percentile on the test
NBA basketball players tend to be taller than the average U.S. resident. Suppose that Bob is at the 80th percentile of height among U.S. residents. Bob's percentile height among NBA basketball players is likely ___.
· less than the 80th percentile
· at the 80th percentile
· greater than the 80th percentile

NBA basketball players tend to be taller than the average U.S. resident. Suppose that Bob is at the 80th percentile of height among NBA basketball players. Bob's percentile height among U.S. residents is likely ___.
· less than the 80th percentile
· at the 80th percentile
· greater than the 80th percentile

1.8 Weighted means

Suppose that a course has only two assessments that count toward a student's course score: a midterm that counts as 30% of the course score, and a final exam that counts as 70% of the course score. Calculate the course score for a student who scored 60% on the midterm and 80% on the final exam.

(60  0.30) + (80  0.70) = 18 + 56 = 74











Suppose that a course has only three factors that count toward a student's course score: attendance counts as 20%, assignments count as 30%, and the final exam counts as 50%. Calculate the course score for a student who scored 80% on attendance, 60% on assignments, and 70% on the final exam.

(80  0.20) + (60  0.30) + (70  0.50) = 69






1.9 Probability

The probability of X happening is 40%, and the probability of Y happening is 20%. X and Y are independent events. What is the probability that X and Y both occur?
· 0.40 + 0.20
· 0.40  0.20
· 0.40 ÷ 0.20
· (0.40 + 0.20) ÷ 2
· Cannot be determined from the information provided

The probability of X happening is 40%, and the probability of Y happening is 20%. X and Y are not independent events. What is the probability that X and Y both occur?
· 0.40 + 0.20
· 0.40  0.20
· 0.40 ÷ 0.20
· (0.40 + 0.20) ÷ 2
· Cannot be determined from the information provided

The probability of getting heads on each flip of a fair coin is 50%, and one flip of the coin does not influence another flip of the coin. What is the probability of flipping a fair coin three times and getting three heads?
· 0.50 + 0.50 + 0.50
· 0.50  0.50  0.50
· (0.50 + 0.50 + 0.50)  3
· The product rule should not be used for this item.

Suppose that you flip a fair coin one thousand times. Is it possible that all of the flips land on heads?
· Yes
· No

Suppose that, in a given population, 30% of persons are Republican and 40% of persons are men. What is the probability that a given person randomly selected from this population is a Republican man? 
· 0.30 + 0.40
· 0.30  0.40
· The product rule should not be used for this item.

Suppose that the Freedonia Senate has 70 men senators and 30 women senators. Three senators are randomly selected to be on the Education Committee. Which one of the following indicates the probability that all three senators are men?
· (70 ÷ 100)  3
· (70 ÷ 100)  (30 ÷ 100)
· (70 ÷ 100)3
· (70 ÷ 100)  (69 ÷ 99)  (68 ÷ 98)
· (70 ÷ 100)  (69 ÷ 100)  (68 ÷ 100)
2.1 Sampling error

[Items 37 and 38] Suppose that a researcher is interested in estimating the percentage of students at U.S. universities who voted in the 2022 midterm elections, so the researcher samples 400 students at Illinois State University. 

The researcher's sample is best described as ___.
· students at U.S. universities
· the 400 students at Illinois State University

The researcher's population is best described as ___.
· students at U.S. universities
· the 400 students at Illinois State University

2.2 Law of Large Numbers

Amy and Bob are estimating the mean political ideology of students at Illinois State University. Amy emails all 3,800 business majors at ISU, asks them to rate their political ideology on a scale from 0 for very liberal to 100 for very conservative, and then calculates the mean political ideology among these students; each of these 3,800 business majors responded to Amy's email. Bob randomly emails 600 ISU students, asks them to rate their political ideology on a scale from 0 for very liberal to 100 for very conservative, and then calculates the mean political ideology among these students; each of these 600 students responded to Bob's email. Who has a more credible estimate of the mean political ideology of ISU students?
· Amy, because her sample size is larger
· Amy, because her sample included all business majors
· Bob, because his sample size is smaller
· Bob, because he used a random sample of the population

Amy flips a fair coin 20 times. Bob flips a fair coin 300 times. Compared to the percentage heads among Amy's coin flips, the percentage heads among Bob's coin flips is expected to be ___.
· lower
· higher
· closer to 50%
· farther from 50%

Suppose that a population is 40% male. Which sample below is more likely to be closer to 40% male?
· a random sample of 40 members of the population
· a random sample of 120 members of the population
· Neither sample is more likely than the other sample to be closer to 40% male



[Items 42 through 44] Suppose that a school randomly assigns students to a small class of 10 students or to a large class of 50 students, so that 20 classes in the school are small classes and 20 classes in the school are large classes. Before anything else happens, the school calculates the mean weight of students assigned to each of these 40 classes, so that each class has one mean weight and there is a total of 40 mean class weights. 

Which of the following is true?
· The smaller classes are expected to have a lower mean weight than the larger classes.
· The smaller classes are expected to have a higher mean weight than the larger classes.
· Neither of the above.

Across the 40 mean class weights, which would be most likely about the class that has the lowest mean class weight?
· It is likely to be a small class.
· It is likely to be a large class.
· It is just as likely to be a small class as a large class.

Across the 40 mean class weights, which would be most likely about the class that has the highest mean class weight?
· It is likely to be a small class.
· It is likely to be a large class.
· It is just as likely to be a small class as a large class.
	
2.3 Imbalanced sample sizes

Amy randomly samples 30 ISU students and asks them to rate the president on a scale from 0 for very cold to 100 for very warm. Bob randomly samples 200 ISU students and asks them to rate the president on a scale from 0 for very cold to 100 for very warm. Which of the following, if any, should be expected due to this difference in sample size?
· The mean support for the president is likely to be lower in Amy's sample than in Bob's sample.
· The mean support for the president is likely to be higher in Amy's sample than in Bob's sample.
· Neither of the above

Suppose that we want to test the null hypothesis that the percentage of Democrats who support lowering the voting age to 12 equals the percentage of Republicans who support lowering the voting age to 12. Which set of samples below would be better for testing this null hypothesis?
· a random sample of 300 Democrats and a random sample of 300 Republicans
· a random sample of 400 Democrats and a random sample of 600 Republicans

2.4 Relatively small samples can be useful

[No exam items]

2.5 Sampling weights

Political scientists weight survey data for which of the following reasons?
· Because the sample is too small 
· Because the population is much larger than the sample 	
· Because the sample characteristics do not match the population characteristics 

Suppose that men are 70% of a population and women are 30% of the population. Men are 50% of our sample of the population, and women are 50% of our sample of the population. Men in our sample had a mean height of 180cm, and women in our sample had a mean height of 170cm. What would be the best estimate for the mean height of the population, assuming that the samples are representative?
· (0.70  170cm) + (0.30  180cm) = 173cm
· (0.50  180cm) + (0.50  170cm) = 175cm
· (0.70  180cm) + (0.30  170cm) = 177cm

If Asians are 10 percent of a sample and 6 percent of a population, what weight should be applied to each Asian person in the sample, if weighting on only race?
· 6 + 10
· 6 ÷ 10
· 10 + 6
· 10 ÷ 6
· None of the above

If Hispanics are 15 percent of a population and 9 percent of a sample, what weight should be applied to each Hispanic person in the sample, if weighting on only race?

15 ÷ 9













If the mean survey weight for a group is 0.4, then that means that the group was...
· undersampled, relative to the group's percentage of the population
· oversampled, relative to the group's percentage of the population
· neither undersampled nor oversampled, relative to the group's percentage of the population
If the mean survey weight for a group is 1, then that means that the group was...
· undersampled, relative to the group's percentage of the population
· oversampled, relative to the group's percentage of the population
· neither undersampled nor oversampled, relative to the group's percentage of the population

If the mean survey weight for a group is 1.4, then that means that the group was...
· undersampled, relative to the group's percentage of the population
· oversampled, relative to the group's percentage of the population
· neither undersampled nor oversampled, relative to the group's percentage of the population
	
2.6 The normal distribution

[image: distribution]

The image above is an example of a ___
· normal distribution
· uniform distribution 
[image: distribution]
The image above is an example of a ___.
· normal distribution
· uniform distribution 

Suppose that, in a set of 101 adults, each whole number weight from 150 lbs to 250 lbs appears exactly once (e.g., 150, 151, 152, …, 249, 250). We randomly select ten of these adults and plot the mean weight of this sample of ten adults. We randomly select another ten of these adults (which might include some of the adults already selected) and plot the mean weight of this second sample of ten adults. We continue until we plot 2,000 means. A histogram of the means is expected to be ___.
· a uniform distribution 
· a non-uniform distribution

Suppose that we have a set of the ten whole numbers from 0 to 9, of {0,1,2,3,4,5,6,7,8,9}. We randomly select a number from this set and then add that number to a brand new empty database. We randomly select another number from this set (which might or might not have already been selected) and then add that number to the same database, so that the database now has two numbers. We do this over and over again until the database has 40,000 numbers. A histogram of the numbers in the database is expected to be ___.
· a uniform distribution 
· a non-uniform distribution

Suppose that a test has a mean of 100 and a standard deviation of 10. Scores on the test follow a normal distribution. About 95% of scores should fall within which two scores?
· 10 and 100
· 60 and 120
· 70 and 130
· 80 and 120
· 90 and 110

The 600 scores in Group A follow a normal distribution and have a mean of 100 and a standard deviation of 5. The 600 scores in Group B follow a normal distribution and have a mean of 100 and a standard deviation of 20. Based on these statements, which one of the following statements is true?
· It is more likely that Group A has the highest score, and not Group B.
· It is more likely that Group B has the highest score, and not Group A.
· The probability that Group A has the highest score is the same as the probability that Group B has the highest score.

The 600 scores in Group A follow a normal distribution and have a mean of 100 and a standard deviation of 5. The 600 scores in Group B follow a normal distribution and have a mean of 100 and a standard deviation of 20. Based on these statements, which one of the following statements is true?
· It is more likely that Group A has the lowest score, and not Group B.
· It is more likely that Group B has the lowest score, and not Group A.
· The probability that Group A has the lowest score is the same as the probability that Group B has the lowest score.

Suppose that scores on a national test follow a normal distribution and have a mean of 100 and a standard deviation of 10. If Student A raises her score from 90 to 100, and Student B raises her score from 120 to 130, which of the following statements is true?
· Student A had the higher percentile increase on the test.
· Student B had the higher percentile increase on the test.
· Student A had the same percentile increase on the test as Student B had.
	


Suppose that scores on a national test follow a normal distribution and have a mean of 100 and a standard deviation of 10. If Student A raises her score from 90 to 100, and Student B raises her score from 100 to 110, which of the following statements is true?
· Student A had the higher percentile increase on the test.
· Student B had the higher percentile increase on the test.
· Student A had the same percentile increase on the test as Student B had.
	
2.7 Confidence intervals

Which of the following is expected to be wider?
· the 95% confidence interval for the mean weight of a random sample of 10 U.S. residents
· the 95% confidence interval for the mean weight of a random sample of 200 U.S. residents

For a given estimate, all else equal, which of the following would be the wider?
· 90% confidence interval
· 99% confidence interval

Amy randomly samples 30 ISU students and asks them to rate the president on a scale from 0 for very cold to 100 for very warm. Bob randomly samples 200 ISU students and asks them to rate the president on a scale from 0 for very cold to 100 for very warm. Which of the following, if any, should be expected due to this difference in sample size?
· The 95% confidence interval for mean support for the president is thinner in Amy's sample than in Bob's sample.
· The 95% confidence interval for mean support for the president is wider in Amy's sample than in Bob's sample.
· Neither of the above

The 95% confidence interval for the mean political ideology of a sample is [30, 40]. Which interval below is more likely to be the 99% confidence interval for that estimate?
· [27, 43]
· [33, 37]

2.8 Margin of error

Suppose that, in a random sample of 500 U.S. residents, the mean and margin of error for ratings about the president on a scale from 0 to 100 was 56 ± 3, if rounding to the nearest whole number. Which of the following best indicates what this likely means?
· In the U.S. population, the rating about the governor is 56.
· In the U.S. population, the rating about the governor is between 53 and 59.
· In the U.S. population, the rating about the governor is most likely between 53 and 59.




3.1 The null hypothesis

Which best indicates what the null hypothesis is?
· the hypothesis that is true
· the hypothesis being tested
· the hypothesis that the effect is not zero
· the hypothesis that is most supported by the evidence
	
Suppose that the null hypothesis is that a treatment will have a negative effect. Which of the following would be the alternate hypothesis?
· The treatment will have no effect.
· The treatment will have a positive effect.
· The treatment will not have a negative effect.

3.2 p-values

Of the following, which best describes what a p-value measures?
· the precision of an estimate
· the strength of evidence against the null hypothesis
· the size of an association controlling for other model factors

Of the p-values below, which p-value is the strongest evidence that an observed difference between the percentage of heads and the percentage of tails from a set of coin flips would have been unlikely to have occurred due to random chance, if the coin is fair?
· 0.01
· 0.05
· 0.99
· 1.00
	
If we flipped a coin 12 times and got 6 heads and 6 tails, what would be the p-value for a statistical test of the null hypothesis that the coin is fair?
· 0
· 1
· something between 0 and 1 

If we flipped a coin 12 times and got 2 heads and 10 tails, what would be the p-value for a statistical test of the null hypothesis that the coin is fair?
· 0
· 1
· something between 0 and 1 

If we flipped a coin 12 times and got 0 heads and 12 tails, what would be the p-value for a statistical test of the null hypothesis that the coin is fair?
· 0
· 1
· something between 0 and 1 
If we flipped a coin 11 times and got 5 heads and 6 tails, what would be the p-value for a statistical test of the null hypothesis that the coin is fair?
· 0
· 1
· something between 0 and 1 

Suppose that, in an experiment, the mean for the control group was 2, the standard deviation for the control group was 2, the mean for the treatment group was 2, and the standard deviation for the treatment group was 3. What would be the p-value for a test of the null hypothesis that the control group mean equals the treatment group mean?
· 0
· 1
· something between 0 and 1 

Suppose that, in an experiment, the mean for the control group was 4, the standard deviation for the control group was 3, the mean for the treatment group was 2, and the standard deviation for the treatment group was 1. What would be the p-value for a test of the null hypothesis that the control group mean equals the treatment group mean?
· 0
· 1
· something between 0 and 1 

3.3 Estimating p-values

The histogram below indicates the percentage of times that a fair coin is expected to land on heads in five flips. 
[image: histogram for a p-value calculation]
Which of the following calculations indicates the p-value that would occur for a test of the null hypothesis that a coin is fair, if the coin landed on 4 heads in 5 flips? Note that percentages in the options below are expressed as decimals, so, for example, 16% is 0.16.
· 0.16
· 0.16 + 0.03
· 0.16 + 0.16
· 0.16 + 0.16 + 0.03 + 0.03
· 0.16 + 0.16 + 0.31 + 0.31
[image: histogram for a p-value calculation]
The histogram above indicates the percentage of times that a fair coin is expected to land on heads in six flips. Complete the table below.

	# of heads
	Corresponding p-value for a test of the
null hypothesis that the coin is fair

	0 heads in 6 flips
	0.02 + 0.02 = 0.04

	1 head in 6 flips
	0.09 + 0.02 + 0.09 + 0.02 = 0.22

	2 heads in 6 flips
	0.23 + 0.09 + 0.02 + 0.23 + 0.09 + 0.02 = 0.68

	3 heads in 6 flips
	0.32 + 0.23 + 0.09 + 0.02 + 0.23 + 0.09 + 0.02 = 1.00

	4 heads in 6 flips
	0.23 + 0.09 + 0.02 + 0.23 + 0.09 + 0.02 = 0.68

	5 heads in 6 flips
	0.09 + 0.02 + 0.09 + 0.02 = 0.22

	6 heads in 6 flips
	0.02 + 0.02 = 0.04





3.4 p-values if the null hypothesis is true

Suppose that we conduct 900 well-designed independent tests of a null hypothesis. In reality, the null hypothesis is true. What is the expected percentage of these tests that are expected to have a p-value of p<0.05?
· 0%
· 5%
· 50%
· 95%
· 100%
· Cannot be determined without more information

Amy and Bob each conduct the same randomized experiment using samples from the same population and testing the same hypothesis in the same way. Amy has a sample size of 200 and Bob has a sample size of 1600. If their experiments are testing for an effect that does not exist, which of the following would most likely be true?
· The p-value from Amy's experiment is lower than the p-value from Bob's experiment.
· The p-value from Bob's experiment is lower than the p-value from Amy's experiment.
· There is no reason to expect the p-value from Amy's experiment to differ from the p-value from Bob's experiment.

3.5 p-values if the null hypothesis is not true

Suppose that we conduct 900 well-designed independent tests of a null hypothesis. In reality, the null hypothesis is not true. What is the expected percentage of these tests that are expected to have a p-value of p<0.05?
· 0%
· 5%
· 50%
· 95%
· 100%
· Cannot be determined without more information


[Items 83 through 86] In the original setup for an experiment, the outcome variable is coded from 0 through 20, the mean of the outcome variable is 8 for Group A and is 11 for Group B, the standard deviation of the outcome variable is 9 for Group A and is 9 for Group B, and the sample size is 100 for Group A and is 100 for Group B. The p-value is p=0.02 for a test of the null hypothesis that the mean of the outcome variable for Group A equals the mean of the outcome variable for Group B. 

Suppose that everything else were the same as in the original setup, but the sample sizes were increased, to 200 for Group A and 200 for Group B. Which of the following would be true about the p-value for a test of the null hypothesis that the mean of the outcome variable for Group A equals the mean of that outcome variable for Group B?
· The p-value would be p=0.02
· The p-value would be less than p=0.02
· The p-value would be greater than p=0.02

Suppose that everything else were the same as in the original setup, but the standard deviation of responses were smaller: 6 for Group A, and 6 for Group B. Which of the following would be true about the p-value for a test of the null hypothesis that the mean of the outcome variable for Group A equals the mean of that outcome variable for Group B?
· The p-value would be p=0.02
· The p-value would be less than p=0.02
· The p-value would be greater than p=0.02

Suppose that everything else were the same as in the original setup, but the mean response was 8 for Group A and 14 for Group B. Which of the following would be true about the p-value for a test of the null hypothesis that the mean of the outcome variable for Group A equals the mean of that outcome variable for Group B?
· The p-value would be p=0.02
· The p-value would be less than p=0.02
· The p-value would be greater than p=0.02

Suppose that everything else were the same as in the original setup, but the standard deviation of responses were 12 for Group A and 12 for Group B. Which of the following, if any, would we know about the p-value for a test of the null hypothesis that the mean of the outcome variable for Group A equals the mean of that outcome variable for Group B?
· The p-value would be p=0.02
· The p-value would be less than p=0.02
· The p-value would be greater than p=0.02

3.6 Hypothesis testing

What is the conventional p-value threshold in political science?

p = 0.05

If the p-value for a test of a null hypothesis is p=0.02, then we should do which of the following?
· accept the null hypothesis and accept the alternative hypothesis
· reject the null hypothesis and reject the alternative hypothesis 
· accept the null hypothesis and reject the alternative hypothesis 
· reject the null hypothesis and accept the alternative hypothesis 
· none of the above 	

If the p-value for a test of a null hypothesis is p=0.72, then we should do which of the following?
· accept the null hypothesis and accept the alternative hypothesis
· reject the null hypothesis and reject the alternative hypothesis 
· accept the null hypothesis and reject the alternative hypothesis 
· reject the null hypothesis and accept the alternative hypothesis 
· none of the above 
	
A researcher tested the null hypothesis that an association is zero. The p-value for this test p=0.03. Based on this p-value, which of the following should the researcher do, using the conventional level in political science?
· conclude that the association is zero
· conclude that the association is not zero
· neither of the above

A researcher tested the null hypothesis that an association is zero. The p-value for this test p=0.91. Based on this p-value, which of the following should the researcher do, using the conventional level in political science?
· conclude that the association is zero
· conclude that the association is not zero
· neither of the above

Suppose that researchers develop a theory that sharing a publication on Facebook will increase the number of citations that the publication receives. Bob lists all publications that have been published over the past five years that have not yet been shared on Facebook. Bob randomly selects half of these publications and shares these publications on his Facebook feed, and Bob does not share the other half of these publications on his Facebook feed. After six years, Bob discovers that the mean number of citations for the publications that he shared on Facebook was exactly the same as the mean number of citations for the publications that he did not share on Facebook, with a p-value of p=1.00 for a test of the null hypothesis that these means equal each other. 

Would this be sufficient evidence at the conventional level in political science to conclude that sharing a publication on Facebook does not increase the number of citations that the publication receives?
· Yes
· No

3.7 Selecting a p-value threshold

Suppose that we are testing for gender bias among ISU students in student evaluations of teachers. Our null hypothesis is that there is no gender bias among ISU students in student evaluations of teachers. Which p-value threshold below would be more appropriate, if we prefer to avoid falsely concluding that ISU students have a gender bias in student evaluations of teachers?
· p=0.01
· p=0.10

Suppose that we are testing patient blood samples for evidence of the presence of a new virus. If there is sufficient evidence in the blood sample for the presence of the new virus, we will prescribe the patient a pill that has no negative effects and that can help combat the new virus. Our null hypothesis is that the blood sample does not have the new virus. Which p-value threshold below would be more appropriate, if we prefer to avoid not prescribing the pill to patients whose blood contains the new virus?
· p=0.01
· p=0.10

Suppose that we are testing patient urine samples for evidence of the presence of an illegal drug. Our null hypothesis is that the sample does not contain evidence of the illegal drug. Which p-value threshold below would be more appropriate, if we want to avoid falsely claiming that a person has been using illegal drugs?
· p=0.01
· p=0.10

3.8 Statistical and substantive significance

For a test of the null hypothesis that there is no association, "statistically significant" evidence for the association refers to sufficient evidence that a particular association ___.
· is zero
· is not zero
· is large 	

If the p-value is p=0.99 for a single statistical test of a null hypothesis that there is no association, do we have enough evidence to claim that there is statistically significant evidence for the detected association?
· Yes
· No
	
If the p-value is p=0.00001 for a single statistical test of a null hypothesis that there is no association, do we have enough evidence to claim that there is statistically significant evidence for the detected association?
· Yes
· No
If the p-value is p=0.00001 for a single statistical test of a null hypothesis that there is no association, do we have enough evidence to claim that there is substantively significant evidence for the detected association?
· Yes
· No
	
3.9 Hypothesis tests involving random sampling

Suppose that we ask each resident in a random sample of 1,000 Illinois residents whether the resident approves of the Illinois governor. Results indicate that 535 sampled Illinois residents reported approving of the Illinois governor. The p-value is p=0.03 for a test of the null hypothesis that this 53.5% approval equals 50% approval. Is this sufficient evidence at the conventional level in political science to reject the null hypothesis that 50% of the population of Illinois residents approve of the Illinois governor?
· Yes
· No
	
Suppose that we ask each resident in a non-random sample of 1,000 Illinois residents whether the resident approves of the Illinois governor. Results indicate that 535 sampled Illinois residents reported approving of the Illinois governor. The p-value is p=0.03 for a test of the null hypothesis that this 53.5% approval equals 50% approval. Is this sufficient evidence at the conventional level in political science to reject the null hypothesis that 50% of population of Illinois residents approve of the Illinois governor?
· Yes
· No
	
3.10 Caution about p-values for causal inference

Data from the 2022 National Assessment of Educational Progress indicated that, for the United States as a whole, the Grade 4 average math score for charter schools was 232, which was lower than the Grade 4 average math score for other schools of 236. The p-value was p<0.05 for a test of the null hypothesis that these scores equal each other. Is this sufficient evidence at the conventional level in political science to conclude that, compared to other schools, charter schools do worse teaching students math, at least up to and including Grade 4?
· Yes
· No



Suppose that researchers in Freedonia propose a theory that getting married will cause men to work more hours and thus increase their income. Researchers collect data from a representative sample of Freedonian men, and the data indicate that income is 11% higher for married Freedonian men than for never married Freedonian men. The p-value is p<0.05 for a test of the null hypothesis that these means equal each other. 

Does this analysis contain sufficient evidence to conclude, at the conventional level in political science, that, at least among men in this analysis and at least on average, getting married causes men to have a higher salary?
· Yes
· No

A citation is a reference that one publication makes to another publication. Suppose that researchers develop a theory that sharing a publication on Twitter will increase the number of citations that the publication receives. Suppose also that data from all publications over the past five years indicate that the mean number of citations for a publication that has been shared on Twitter is higher than the mean number of citations for a publication that has not been shared on Twitter, with a p-value of p<0.001 for a test of the null hypothesis that these means equal each other. 

Would this be sufficient evidence at the conventional level in political science to conclude that, at least among these publications and at least on average, sharing a publication on Twitter increased the number of citations that the publication received?
· Yes
· No



More practice with p-values

[Items 105 through 110] Data in the table are from the U.S. Department of Education's National Assessment of Educational Progress (NAEP), for the math test for Grade 4 students in 2022, based on representative samples from each state:
	
	Jurisdiction
	Average Grade 4
Math Score

	Illinois
	237

	Indiana
	239

	Massachusetts
	242*

	Oregon
	228*



For each state other than Illinois, the average Grade 4 math score for the state was compared to the average Grade 4 math score for Illinois, to test the null hypothesis that the average Grade 4 math score for that state equaled the average Grade 4 math score for Illinois. The table includes an asterisk (*) if and only if the p-value was p<0.05 for the test of the null hypothesis regarding the comparison of that state to Illinois.

Does the table contain sufficient evidence to conclude at the conventional level in political science that, at least on average and at least for Grade 4 students, schools in Massachusetts teach math better than schools in Illinois teach math?
· Yes
· No

Does the table contain sufficient evidence to conclude at the conventional level in political science that, in 2022, the average Grade 4 math score among students in Massachusetts differed from the average Grade 4 math score among students in Illinois?
· Yes
· No

Does the table contain sufficient evidence to conclude at the conventional level in political science that, in 2022, the average Grade 4 math score among students in Indiana differed from the average Grade 4 math score among students in Illinois?
· Yes
· No

Does the table contain sufficient evidence to conclude at the conventional level in political science that, in 2022, the average Grade 4 math score among students in Indiana equaled the average Grade 4 math score among students in Illinois?
· Yes
· No


	Jurisdiction
	Average Grade 4
Math Score

	Illinois
	237

	Indiana
	239

	Massachusetts
	242*

	Oregon
	228*



Does the table contain sufficient evidence to conclude at the conventional level in political science that, in 2022, the average Grade 4 math score among students in Massachusetts differed from the average Grade 4 math score among students in Indiana?
· Yes
· No

Does the table contain sufficient evidence to conclude at the conventional level in political science that, in 2022, the average Grade 4 math score among students in Massachusetts differed from the average Grade 4 math score among students in Oregon?
· Yes
· No

4.1 Linear regression line of best fit using OLS

[No exam items]



4.2 Simple linear regression

[Items 111 through 115] The linear regression output below is for the four points in the plot below, in which an outcome (OUTCOME) was predicted based on a respondent's highest level of education (EDUCATION), coded 1 for a high school degree, 2 for some college, 3 for an undergraduate degree, and 4 for a graduate degree.

                          Coeff.  p-value   
              EDUCATION     11     0.168    
     Constant/Intercept     30     0.592    

Draw the line of best fit on the plot below, for the above regression output.

[image: scatterplot]
Based on the linear regression output above, write an equation to predict OUTCOME using a predictor for EDUCATION.

OUTCOME = (11EDUCATION) + 30
	
Based on the equation, predict OUTCOME for a respondent who has a graduate degree.

OUTCOME = (11EDUCATION) + 30 = (114) + 30 = 44 + 30 = 74

Interpret the coefficient for the constant/intercept.

The predicted OUTCOME is 30 among persons for whom EDUCATION is zero. 

Interpret the coefficient and p-value for the EDUCATION predictor.

The predicted OUTCOME is 11 units higher for each one-unit increase in EDUCATION.
[Items 116 through 120] The output is from a linear regression that used the poverty rate in a state (X) to predict the average eighth grade reading score in that state (Y). The Poverty Rate predictor is in whole number percentages, running from about 6 percent to about 20 percent.

Coefficients:
                   Estimate   p-value
(Intercept)    276.6     <0.0001
Poverty Rate    -1.1     <0.0001

What does the 276.6 intercept coefficient indicate?
· The predicted eighth grade reading score in a state with no poverty is 276.6.
· The average eighth grade reading score in a state is 276.6.
· For each one-unit increase in the poverty rate, a state's eighth grade reading score is predicted to increase by 276.6 units.
· The highest observed eighth grade reading score in any state is 276.6.
· For each one-unit increase in eighth grade reading score, a state's poverty rate is predicted to increase by 276.6 units.
	
What does the -1.1 coefficient for poverty rate indicate?
· The predicted eighth grade reading score in a state with no poverty is -1.1.
· The average eighth grade reading score in a state is -1.1.
· For each one-unit increase in the poverty rate, a state's eighth grade reading score is predicted to decrease by 1.1 units.
· The highest observed eighth grade reading score in any state is 1.1.
· For each one-unit increase in eighth grade reading score, a state's poverty rate is predicted to decrease by 1.1 units.

Which is a correct linear regression equation for the output, using X and Y?
· Y = (276.6  1.1)X
· Y = -1.1(276.6X)
· Y = 276.6X  1.1
· Y = -1.1X + 276.6
	
Which of the following would be closest to the predicted eighth grade reading score for a state that had a 16% poverty rate?
· Y = 276.6
· Y = 276.6 + -1.1 = 275.5
· Y = 276.6  -1.1 = 277.7
· Y = -1.1  276.6 + 16 = -288
· Y = -1.1 16 + 276.6 = 259
	
Is there enough evidence in the data and output to conclude that a higher poverty rate in a state caused a lower eighth grade reading score in the state, at least on average?
· Yes
· No

[Items 121 through 126] The table below reports results from a linear regression based on data from a prior POL 138 course. The outcome is EXAM1, which is a student's percentage correct on Exam 1. The only predictor is ATTEND, which is the number of the nine class meetings that the student attended before Exam 1. 

reg EXAM1 ATTEND
----------------------------------------------------------------
             EXAM1 | Coefficient  p-value   [95% conf. interval]
-------------------+--------------------------------------------
            ATTEND |       5.0      0.00        2.4      7.6
constant/intercept |      36.2      0.00       15.9     56.5
----------------------------------------------------------------

Explain what the 36.2 coefficient for the constant/intercept indicates.

The predicted EXAM 1 score is 36.2 for a student who attended zero class meetings.


Explain what the 5.0 coefficient for ATTEND indicates. 

The predicted EXAM 1 score increases by 5.0 units for each additional class meeting that a student attends.


Predict EXAM1 for a student who attended four class meetings.

EXAM1 = (5.0ATTEND) + 36.2 = (5.04) + 36.2 = 20 + 36.2 = 56.2


Predict EXAM1 for a student who attended all nine class meetings.

EXAM1 = (5.0ATTEND) + 36.2 = (5.09) + 36.2 = 45 + 36.2 = 81.2

Does the output contain sufficient evidence to conclude, at the conventional level in political science, that the number of class meetings that a student attended positively associated with the student's percentage correct on Exam 1, at least on average?
· Yes
· No

Does the output contain sufficient evidence to conclude, at the conventional level in political science, that attending more class meetings caused a student to get a higher percentage correct on Exam 1, at least on average?
· Yes
· No

4.3 Drawing the line of best fit

[Items 127 through 130] Below are coefficient estimates from a linear regression of data from residents in a hypothetical country. The linear regression used the education level of a resident (X, coded from 1 for less than a high school education to 6 for a post-graduate degree) to predict the resident's support for the country's president (Y).

       Coefficients:
                     Estimate 
       (Intercept)    40.00      
       Education       6.00      

Write the equation to predict Y using X.

Y = 40 + (6Education)

Label the Y-axis and the X-axis on the graph.

Draw and label a point at the value of Y for which the X variable is 1 (the lowest observed level of education).

If X=1, then Y = 40 + (6Education) = 40 + (61) = 40 + 6 = 46

Draw and label a point at the value of Y for which the X variable is 6 (the highest observed level of education).

If X=6, then Y = 40 + (6Education) = 40 + (66) = 40 + 36 = 76
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[Items 131 through 134] Below are coefficient estimates from a linear regression of data from residents in a hypothetical country. The linear regression used the age of a resident (X, coded from 18 for an 18-year-old resident to 90 for a 90-year-old resident) to predict the resident's support for the country's president (Y).

Coefficients:
              Estimate 
(Intercept)    80.00      
Age            -2.00      

Write the equation to predict Y using X.

Y = 80 + (-2Age)

Label the Y-axis and the X-axis on the graph.

Draw and label a point at the value of Y for which the X variable is 18 (the lowest observed level of age).

Y = 80 + (-2Age) = 80 + (-218) = 80 + (-36) = 44

Draw and label a point at the value of Y for which the X variable is 90 (the highest observed level of age).

Y = 80 + (-2Age) = 80 + (-290) = 80 + (-180) = -100
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4.4 Linear regression with categorical predictors

[Items 135 through 137] Below is output from a linear regression predicting female respondents' ratings about the #MeToo movement (FTMETOO), using a predictor for the marital status of the female respondent, with categories of married, widowed, divorced, separated, and never married, with "married" as the omitted category.

----------------------------------------------------
       FTMETOO |  Coef.  p-value  [95% Conf. Int.]
---------------+------------------------------------
   (intercept) |   56     0.000     55      57

      Widowed  |    2     0.264     -1       5
     Divorced  |    5     0.000      3       7
    Separated  |    5     0.075     -1       11
Never married  |   10     0.000      8       12
---------------+------------------------------------

What does the 56 coefficient estimate for the intercept indicate?
· The mean rating about the #MeToo movement is predicted to be 56 among the average female respondent.
· The mean rating about the #MeToo movement is predicted to be 56 among married female respondents.
· The mean rating about the #MeToo movement is predicted to increase by 56 for a one-unit increase the marital status of a female respondent.
· The mean rating about the #MeToo movement is predicted to be 56 units higher for married respondents than for nonmarried female respondents.

What does the 10 coefficient estimate for the "Never married" category indicate?
· The mean rating about the #MeToo movement is predicted to be 10 among never married female respondents.
· The mean rating about the #MeToo movement is predicted to be 10 higher among never married female respondents than among all other female respondents.
· The mean rating about the #MeToo movement is predicted to be 10 higher among never married female respondents than among married female respondents.

Does the output contain sufficient evidence to conclude at the conventional level in political science that, relative to being married, getting divorced caused female respondents to rate the #MeToo movement higher, at least on average?
· Yes
· No



[Items 138 through 141] The linear regression output below is for the points in the plot below:

             		           Coeff.  
           Constant/Intercept      50     
      EDUCATION: Some college     -10
  EDUCATION: Undergrad degree      10 
       EDUCATION: Grad degree      30
   
Draw the lines of best fit on the plot below, for the above regression output.

[image: scatterplot]
Based on the linear regression output above, write an equation to predict OUTCOME using participant education. Feel free to use the abbreviations HS (high school), SC (some college), UG (undergrad degree), and GR (graduate degree).

OUTCOME = 50 + -10SC + 10UG + 30GD

Use the linear regression equation to predict the level of OUTCOME for a respondent with a graduate degree.

OUTCOME = 50 + -10SC + 10UG + 30GD
OUTCOME = 50 + -100 + 100 + 301 = 50 + 0 + 0 + 30 = 50 + 30 = 80

Interpret the coefficient for the constant/intercept.

The predicted OUTCOME among the omitted category of persons, which is persons who have only a high school education
2
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