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In a randomized experiment, the purpose of randomly assigning participants to groups is ___.
· to get the characteristics of the sample to better reflect the characteristics of the population
· to get the groups to be as similar to each other as possible, before applying the experimental treatment

Suppose that, in a randomized experiment, the mean response from participants in the control group differs from the mean response from participants in the treatment group. One reason for this difference is that participants in the control group were treated differently than participants in the treatment group were treated. The other possible reason is ___.
· random assignment error 	
· regression toward the mean 
· Simpson's paradox 	
· a ceiling effect

Suppose that, in a correctly conducted randomized experiment, the p-value is p=0.01 for a test of the null hypothesis that the mean outcome in the control group equals the mean outcome in the treatment group. Based on this, can we conclude at the conventional level in political science that the difference in how the groups were treated caused the mean outcome in the treatment group to differ from the mean outcome in the control group?
· Yes
· No

Suppose that we conduct a randomized experiment to test the effect of a treatment on an outcome. The p-value is p=1.00 for a test of the null hypothesis that the treatment mean equals the control mean. Therefore, we should conclude that the randomized experiment provided ___ that the treatment had an effect on the outcome. 
· no evidence
· some but not sufficient evidence 
· sufficient evidence at the con-ventional level in political science

Suppose that we conduct a randomized experiment to test the effect of a treatment on an outcome. The p-value is p=0.03 for a test of the null hypothesis that the treatment mean equals the control mean. Therefore, we should conclude that the randomized experiment provided ___ that the treatment had an effect on the outcome. 
· no evidence
· some but not sufficient evidence 
· sufficient evidence at the con-ventional level in political science

Suppose that we conduct a randomized experiment to test the effect of a treatment on an outcome. The p-value is p=0.21 for a test of the null hypothesis that the treatment mean equals the control mean. Therefore, we should conclude that the randomized experiment provided ___ that the treatment had an effect on the outcome. 
· no evidence
· some but not sufficient evidence 
· sufficient evidence at the con-ventional level in political science

[Items 7 through 10] Suppose that a class has 20 students. The instructor randomly assigns 10 students to a treatment group that watches a video about the United Nations and randomly assigns the other 10 students to a control group that does not watch the video. After this, all students answer a test question about the United Nations. This test question was answered correctly by 3 students in the control group and by 9 students in the treatment group. The instructor uses these data to calculate a p=0.02 p-value for a test of the null hypothesis that the percentage correct among students in the control group equals the percentage correct among students in the treatment group. 
 
Based on this, is there sufficient evidence to conclude at the conventional level in political science that the percentage correct among students in the treatment group differs from the percentage correct among students in the control group?
· Yes
· No

Based on this, is there sufficient evidence to conclude at the conventional level in political science that watching the video about the United Nations caused the percentage correct among students in the treatment group to differ from the percentage correct among students in the control group?
· Yes
· No

Suppose that the instructor had tested the effect of the treatment among a larger class, of 40 students, with 20 students randomly assigned to the control group and 20 students randomly assigned to the treatment group, and the same percentages correct as above: 30% correct for the control, and 90% correct for the treatment. In this case, which of the following would be true about the p-value for a test of the null hypothesis that the percentage correct among students in the control group equals the percentage correct among students in the treatment group?
· The p-value will be 0.02.
· The p-value will be lower than 0.02.
· The p-value will be higher than 0.02.

Let's return to the example with 10 students randomly assigned to the control group and 10 students randomly assigned to the treatment group. Suppose that, instead of answering one test question about the United Nations, each student answered 12 test questions about the United Nations. For each student, the instructor calculates the percentage correct across these 12 items. The instructor uses these data to calculate a p-value for a test of the null hypothesis that the mean percentage correct on the 12 items among students in the control group equals the mean percentage correct on the 12 items among students in the treatment group. If the treatment video truly causes students to learn more about the United Nations, which of the following would you expect about this new p-value? 
· The p-value will be 0.02.
· The p-value will be lower than 0.02.
· The p-value will be higher than 0.02.
 
Let's analyze data from the random experiment in the Rice et al 2021 Journal of Politics article "Same as It Ever Was? The Impact of Racial Resentment on White Juror Decision-Making". In this experiment, participants were randomly assigned to read a story about a basketball player who was accused of a crime and who had the White-sounding name of Bradley Schwartz, or to read the exact same story but in which the basketball player accused of the crime had the Black-sounding name of Jamal Gaines.

For one of the outcomes measured after the story was presented, participants were asked whether "Based on the available evidence, if you were a juror what verdict would you return?", with response options of "Guilty" and "Not guilty". Results for White participants are below:

	
	Guilty
	Not guilty
	No response

	Bradley
	157
	143
	1

	Jamal
	159
	190
	1



For this analysis, let's code responses as "Guilty" or "Other", to collapse the variable into two categories:

	
	Guilty
	Other
	TOTAL
	
	% Guilty

	Bradley
	157
	144
	301
	
	52.1%

	Jamal
	159
	191
	350
	
	45.4%

	TOTAL
	316
	335
	651
	
	48.5%



Below is a simulation to estimate the p-value for a test of the null hypothesis that the percentage of "Guilty" responses for Bradley equals the percentage of "Guilty" responses for Jamal:

DIFF.OBSERVED   <- 157/301 - 159/350
JURORS          <- c(rep.int(1,316), rep.int(0,335))
DIFF.RAND       <- c()
SIMULATIONS     <- 100000

for (i in 1:SIMULATIONS){
   RANDOM.JURY   <- sample(JURORS, length(JURORS), replace = FALSE)
   RAND.GRP1     <- RANDOM.JURY[1:301]
   RAND.GRP2     <- RANDOM.JURY[302:651]
   RAND.GRP1.PCT <- sum(RAND.GRP1) / length(RAND.GRP1)
   RAND.GRP2.PCT <- sum(RAND.GRP2) / length(RAND.GRP2)
   DIFF.RAND[i]  <- RAND.GRP1.PCT - RAND.GRP2.PCT
                    }

sum(abs(DIFF.RAND) >= abs(DIFF.OBSERVED)) / SIMULATIONS


Below is a plot of the observed differences in "Guilty" percentages between our two random groups. The -0.067 and +0.067 lines indicate the observed difference between the "Jamal" and "Bradley" group.

hist(DIFF.RAND, breaks=seq(-0.2,0.2,0.0061), col="white", xaxt="n")
axis(1, at=c(-0.15, -0.067, 0, 0.067, 0.15)) 

[image: A graph of a diagram
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The histogram above indicates that, in our random data, the most common difference between the percentage "Guilty" for the first random group and the percentage "Guilty" for the second random group is about zero. But the histogram also indicates that the percentage difference in "Guilty" responses between random groups is not always zero: sometimes the difference in percentage "Guilty" is -0.08 (8 percent) or +0.05 (5 percent) or some other value. But the shape of the histogram indicates that – farther from zero, in either direction – the percentage difference in "Guilty" responses tends to be smaller.

In the Rice et al 2021 experiment, the observed difference in the percentage of "Guilty" responses for Bradley and the percentage of "Guilty" responses for Jamal was 6.7%, which is 0.067 as a decimal. In the histogram above, shade the columns that indicate a random difference (DIFF.RAND) that is at least as extreme – in either direction – as the observed difference of 0.067. The percentage of the histogram that is shaded will represent the percentage of differences in our random observations that were at least as extreme as the difference that was observed in the experiment. The shaded percentage will be about 9 percent of the area of the histogram, which indicates that the p-value is about p=0.09 for a test of the null hypothesis that the percentage of "Guilty" responses for Bradley equals the percentage of "Guilty" responses for Jamal. 


[Items 12 through 14] Below is selected simplified and edited information taken from the prescribing information for the drug Makena (www.accessdata.fda.gov/drugsatfda_docs/label/2013/021945s005lbl.pdf): 

Makena is a progestin indicated to reduce the risk of preterm birth in women with a singleton pregnancy who have a history of singleton spontaneous preterm birth ... In a multicenter, randomized, double-blind, vehicle (placebo)-controlled clinical trial, the safety and effectiveness of Makena for the reduction of the risk of spontaneous preterm birth was studied in women with a singleton pregnancy (age 16 to 43 years) who had a documented history of singleton spontaneous preterm birth ... A total of 463 pregnant women were randomized to receive either Makena (N=310) or control (N=153) ... Demographics of the Makena-treated women were similar to those in the control group, and included: 59.0% Black, 25.5% Caucasian, 13.9% Hispanic and 0.6% Asian. 

Table 5 below reports the total numbers of fetal losses and neonatal deaths that occurred in each group in the randomized experiment, indicating that there were more deaths in the Makena group (19) than in the placebo/control group (11). Discuss whether this difference is sufficient evidence to conclude that, at least in this experiment, the Makena drug caused the number of fetal losses and neonatal deaths to be higher in the Makena group than in the placebo/control group.

	Table 5
Numbers of fetal losses and neonatal deaths

	Complication type
	Makena
(N=310)
	Placebo/
Control
(N=153)

	Miscarriage
	5
	0

	Stillbirth
	6
	2

	Neonatal (newborn) death
	8
	9

	TOTAL DEATHS
	19
	11



This is not sufficient evidence. For one thing, the Makena sample was larger than the placebo/control, so we would expect a higher number of fetal losses and neonatal deaths in the Makena group, even if Makena had no effect. Percentages are 19/310 or 6.1% for Makena and 11/153 or 7.2% for the placebo/control. Another thing is that any difference between groups could have been due to random assignment error to the groups, so we should calculate a p-value before inferring any difference between groups.


Table 4 below reports the percentage of women in the Makena treatment group and in the placebo/control group who delivered early (preterm), at less than 37 weeks (the primary endpoint of interest for the experiment), along with results for other preterm endpoints of interest, of less than 35 weeks and less than 32 weeks. 

	Table 4
Percentage of participants who delivered by the indicated endpoint of interest

	Endpoint
of interest
	Makena
(N=310)
	Placebo/
Control
(N=153)
	Treatment difference
[95% confidence interval]
	p-value for the
treatment difference

	< 32 weeks
	12%
	20%
	-8%
[-16%, -0.3%]
	p=0.03

	< 35 weeks
	21%
	31%
	-10%
[-19%, -0.4%]
	p=0.03

	< 37 weeks
	37%
	55%
	-18%
[-28%, -7%]
	p<0.01



Do the data in the table provide sufficient evidence to conclude at the conventional level in political science that random assignment error is unlikely to have been the reason why the percentage of deliveries at less than 37 weeks was lower among women in the Makena group than among women in the placebo/control group?
· Yes
· No

The Meis et al. 2013 journal article associated with this experiment (www.nejm.org/doi/full/10.1056/nejmoa035140) indicated that, compared to women in the placebo/control group, women in the Makena treatment group had had a lower mean number of prior preterm deliveries, with a p-value of p=0.007 for a test of the null hypothesis that the difference in mean preterm deliveries between these groups was zero. Considering this random assignment error, the true treatment effect of Makena at the "< 37 weeks" endpoint of interest was plausibly ___.
· smaller than a reduction of 18%
· a reduction of 18%
· larger than a reduction of 18%









The passage below is from the article "Welfare Effects of Criminal Politicians: A Discontinuity-Based Approach", by Matthieu Chemin, which was published in 2012 in the Journal of Law and Economics:

This paper uses unique data on the criminal records of Indian bureaucrats to examine the relationship between politicians' criminality and consumption, crime, and corruption. The identification relies on a regression discontinuity design by which individuals living in districts where a criminal politician was barely elected are compared with individuals living in districts where a criminal politician barely lost. The results show that criminal politicians decrease consumption by vulnerable sections of society...This paper suggests that the effect of criminal politicians on criminality and corruption may explain this result.

The researcher could have compared consumption by vulnerable sections of society among individuals living in districts where any criminal politician was elected to consumption by vulnerable sections of society among individuals living in districts where any criminal politician was not elected. But the researcher instead compared consumption by vulnerable sections of society among individuals living in districts where a criminal politician barely won election to office to consumption by vulnerable sections of society among individuals living in districts where a criminal politician barely lost election to office.

Explain the benefit of limiting the comparison to districts in which a criminal politician barely won election to districts in which a criminal politician barely lost election.

The benefit is that the "barely" comparison will plausibly be between similar groups: the similarity should be much higher between [districts in which a criminal politician barely won election] and [districts in which a criminal politician barely lost election], compared to the similarity between [any district in which a criminal won election] and [any district in which a criminal lost election.
















Suppose that we use a ten-week study to test the effect of a weight loss pill. We randomly assign half of participants to a treatment group that gets the weight loss pill, and we randomly assign the other half of participants to a control group that gets a placebo pill that has no effect. Each participant is instructed to take the pill exactly once per day. In an analysis without any adjustments, the estimated effect of the weight loss pill is to cause a loss of 4 pounds on average over the ten weeks of the study (p<0.05). However, a survey after the end of the ten-week study indicated that 20 percent of participants in the control group and 20 percent of participants in the treatment group never took any of the pills that they were assigned to take; all other participants took their pills as directed. Based on only participants not taking their pills as directed, the treatment effect of the weight loss pill is expected to truly be ___.
· lower than 4 pounds on average
· 4 pounds on average
· higher than 4 pounds on average

The evidence suggests that the pill worked, because the treatment group had 4 pounds more weight loss at p<0.05 than the control group did. This 4 pounds would thus plausibly be higher if everyone in the experiment took their pills. if the placebo pill had no effect, then 20 percent of the control group not taking their pill would not affect the control group's mean weight loss. But if 20 percent of the treatment group did not take their pill, that would lower the amount of weight loss in the treatment group.



[Items 17 and 18] At midseason, Major Leage Baseball has a Home Run Derby in which good home run hitters compete against each other to hit home runs. Suppose that, over the next few seasons, only the top ten home run hitters for the first half of each season participate in the Home Run Derby. And suppose that, on average, these players hit home runs at a rate of 8 percent of their at-bats before the Home Run Derby, but this average fell to 4 percent of their at-bats after participating in the Home Run Derby. 

If the p-value for a comparison of these mean percentages is p<0.05, would this be sufficient evidence to conclude at the conventional level in political science that participating in the Home Run Derby caused these players to have a lower rate of home run hitting? 

Not sufficient evidence, because players are not randomly selected to play in the Home Run Derby. Players who hit a lot of home runs in the first part of the season do so because of a combination of skill and good luck: the skill is expected to continue in the second half of the season, but the player is expected to have average luck over the second part of the season.







Discuss whether it would be a good research design to compare the second-half-of-the-season performance of all Major League Baseball players who participated in the Home Run Derby to the second-half-of-the-season performance of all Major League Baseball players who did not participate in the Home Run Derby, to assess whether participating in the Home Run Derby affected the second-half-of-the-season performance of the players who participated in the Home Run Derby. Or, if you can think of a better comparison group, indicate that group, and explain why that is a better comparison group.

A better comparison group would be players who just made qualifying for the Home Run Derby to players who just missed qualifying for the Home Run Derby. For example, the player who earned the tenth and final spot at the Home Run Derby should be pretty similar to the player who was in 11th place and thus did not get invited to the Home Run Derby.



[Items 19 and 20] The plot below reports the inflation rate in a fictional country of Freedonia, for each year from 2015 (in which the inflation rate was 6%) through 2024 (in which the inflation rate was 33%). Suppose that the ideal inflation rate for Freedonia is zero percent. Freedonia has two major political parties: Party A, and Party B. Party A was in power from the start of 2015 through the end of 2019, and Party B was in power from the start of 2020 to the end of 2024. In Freedonia, the party in power has complete control over economic policy. 

[image: ]
The inflation rate increased each year that Party B was in power, from 29% in 2020 to 33% in 2024. Discuss whether it would therefore be reasonable to conclude that Party B has done a poor job in handling inflation.

Not really, because the inflation rate heading into 2020 was increasing at about 3 to 7 percent per year, so the change to an inflation rate increase of 1 percent per year starting in 2020 might have been an improvement in how the inflation rate was handled.



Suppose that we had annual inflation rate data from Freedonia's neighboring country of Oceania, which is very similar to Freedonia, but in which Party A held power in Oceania from 2015 through 2024. Explain how comparison data from Oceania can help us make a better inference about how well Party B has handled inflation in Freedonia.

The figure above doesn't tell us the extent to which the change starting in 2020 when Party B took control was due to Party B taking control or due to other things that were occurring the world in 2020. However, if we had data for a similar country in which Party A was in charge before and after 2020, then we could see whether that country had a similar change in 2020.
[image: ]

Which one of the following is a correct description of the change in the inflation rate between 2016 and 2017?
· a 5 percentage point increase
· a 50 percentage point increase

Which one of the following is a correct description of the change in the inflation rate between 2016 and 2017?
· a 5 percent increase
· a 50 percent increase

Which of the periods below had the largest percentage point increase in inflation?
· 2015 to 2016
· 2016 to 2017
· 2019 to 2020

Which of the periods below had the largest percentage increase in inflation?
· 2015 to 2016
· 2016 to 2017
· 2019 to 2020

---
Feel free to ignore
the code to the right…
 
library(ggpubr)
library(tidyverse)

DATA <- tribble(~YEAR, ~INFLATION, 2015, 6, 2016, 10, 2017, 15, 2018, 18, 2019, 22, 2020, 29, 2021, 30, 2022, 31, 2023, 32, 2024, 33)

ggplot(data = DATA, mapping = aes(x = YEAR, y = INFLATION)) +
  geom_point(size = 3.5) +
  scale_x_continuous(limits = c(2015,2024), breaks = seq(2015,2024,1)) +
  scale_y_continuous(limits = c(0,35), breaks = seq(0,35,5), expand = c(0,0), sec.axis = dup_axis()) +
  labs(title = "Inflation rate in Freedonia", x = "Year") +
  geom_text(x = DATA$YEAR, y = 2.5, size = 5, hjust = 0.5, vjust = 0.5, label = scales::percent(DATA$INFLATION/100, accuracy = 1L)) +
  geom_bracket(xmin = 2020, xmax = 2024, label = "Party B", y.position = 15, label.size = 5.5, vjust = 9, tip.length=c(-0.45, -0.60)) +
  geom_bracket(xmin = 2015, xmax = 2020, label = "Party A", y.position = 32, label.size = 5.5, vjust = 2, tip.length=c( 0.90,  0.05)) +
  theme( 
    axis.text.x        = element_text(size = 15, color = "black", hjust = 0.5, margin = margin(t = 8, b = 8)),
    axis.text.y        = element_text(size = 15, color = "black", vjust = 0.5, margin = margin(r = 7, l = 7)),
    axis.text.y.right  = element_text(size = 15, color = "black", vjust = 0.5, margin = margin(r = 7, l = 7)),
    axis.ticks.x       = element_blank(),
    axis.ticks.y       = element_blank(),
    axis.title.x       = element_text(size = 15, color = "black", hjust = 0.5, margin = margin(t = 8, b = 8)),
    axis.title.y       = element_blank(),
    axis.title.y.right = element_blank(),
    panel.background   = element_rect(linewidth = 0.5, fill = "white"),
    panel.border       = element_rect(linewidth = 1.0, fill = NA      ),
    panel.grid.major.x = element_blank(), 
    panel.grid.major.y = element_blank(),
    panel.grid.minor.x = element_blank(), 
    panel.grid.minor.y = element_blank(),
    plot.background    = element_rect(fill = "white"),
    plot.caption       = element_text(size = 12, hjust = 0  , margin = margin(t = 10)),
    plot.margin        = unit(c(t = 10, r = 10, b = 10, l = 10),"pt"),
    plot.subtitle      = element_text(size = 15, hjust = 0.5, margin = margin(t = 0, b = 8)),
    plot.title         = element_text(size = 20, hjust = 0.5, margin = margin(t = 0, b = 16), face = "bold") 


[Items 25 and 26] Suppose that, in a fictional country called Freedonia, corporations that have a woman CEO have a higher market cap, compared to corporations that have a man CEO, as indicated in the data in the tables below. Explanation 1 for this pattern is that, compared to men CEOs, women CEOs cause corporations to have a higher market cap, at least on average. But Explanation 2 for this pattern is that corporations with a higher market cap are more likely than corporations with a lower market cap to select a woman to be CEO. 

In each table below, the mean market cap is 62 among corporations that have a man CEO and is 77 among corporations that have a woman CEO. To simplify the analysis, suppose that each CEO change occurred on Jan 1 of the indicated year.

Do the data in the table below better reflect Explanation 1 or Explanation 2?

	Corp.
	Year
	CEO
Jan 1
	Market Cap
Dec 31

	A
	2019
	Man
	70

	A
	2020
	Man
	70

	A
	2021
	Woman
	70

	B
	2019
	Man
	80

	B
	2020
	Woman
	80

	B
	2021
	Woman
	80

	C
	2019
	Man
	50

	C
	2020
	Man
	50

	C
	2021
	Man
	50



Explanation 2. Corporation 1 switched from a man to woman CEO, but their market cap did not change. Same thing for Corporation 2.

Do the data in the table below better reflect Explanation 1 or Explanation 2?

	Corp.
	Year
	CEO
Jan 1
	Market Cap
Dec 31

	A
	2019
	Man
	50

	A
	2020
	Man
	50

	A
	2021
	Woman
	70

	B
	2019
	Man
	50

	B
	2020
	Woman
	80

	B
	2021
	Woman
	80

	C
	2019
	Man
	80

	C
	2020
	Man
	70

	C
	2021
	Man
	70


Explanation 1. Corporation 1 switched from a man to woman CEO, and their market cap increased. Same thing for Corporation 2.




[Items 27 through 30] A small police department of six police officers received three body cameras. The captain of the police department asked three of the six officers to volunteer to wear a body camera for a year. The table below contains information about these six officers and the number of complaints that the captain received about the six officers over that year.

	Officer
	Does the Officer
Wear a Body Camera?
	Officer
Age
	Citizen Complaints
about the Officer
	
	Officer
	Does the Officer
Wear a Body Camera?
	Officer
Age
	Citizen Complaints
about the Officer

	1
	Yes
	20
	30
	
	4
	No
	20
	35

	2
	Yes
	20
	30
	
	
	
	
	

	3
	Yes
	40
	0
	
	5
	No
	40
	5

	
	
	
	
	
	6
	No
	40
	5




Overall, across the six officers, officers who wore a body camera received ___ than officers who did not wear a body camera.
· 10 fewer complaints, on average
· 5 fewer complaints, on average
· the same number of complaints, on average
· 5 more complaints, on average
· 10 more complaints, on average

Among only the three officers aged 20, officers who wore a body camera received ___ than officers who did not wear a body camera.
· 10 fewer complaints, on average
· 5 fewer complaints, on average
· the same number of complaints, on average
· 5 more complaints, on average
· 10 more complaints, on average



Among only the three officers aged 40, officers who wore a body camera received ___ than officers who did not wear a body camera.
· 10 fewer complaints, on average
· 5 fewer complaints, on average
· the same number of complaints, on average
· 5 more complaints, on average
· 10 more complaints, on average

Compared to the analysis without statistical control, the analysis with statistical control for the age of the officer made the body cameras seem ___ at reducing citizen complaints.
· less effective
· as effective
· more effective











[Items 31 through 34] The table below indicates that, among a hypothetical set of six academics who applied for tenure, men were more likely than women to have been granted tenure, men had more publications on average than women did, and women were more likely to have received a grant. Moreover, within each gender, the chance of tenure is higher if the academic has more publications and if the academic received a grant.

	Men academics
	
	Women academics

	Tenure
	Publications
	Grant
	
	Tenure
	Publications
	Grant

	No
	2
	No
	
	No
	2
	No

	Yes
	8
	No
	
	No
	2
	Yes

	Yes
	8
	Yes
	
	Yes
	8
	Yes



Overall, 2 of 3 men received tenure (66.7%), and 1 of 3 women received tenure (33.3%), so the gender gap in receiving tenure is 33.4%, favoring men.


Complete the table below:

	
	% of men
granted tenure
	% of women
granted
tenure

	2 publications
	0
	0

	8 publications
	100
	100




Controlling only for the number of publications that an academic has, the gender gap in receiving tenure is ___.
· favoring men more than 33.4%, 
· favoring men at 33.4% or less 
· zero
· favoring women


Complete the table below:

	
	% of men
granted tenure
	% of
women
granted
tenure

	No grant
	50
	0

	Grant
	100
	50




Controlling only for whether an academic received a grant, the gender gap in receiving tenure is ___.
· favoring men more than 33.4%, 
· favoring men at 33.4% or less 
· zero
· favoring women







	[Items 35 through 37] To the right are data for ten fictional police officers. Below is output from linear regressions that used these data to predict the outcome "complaints", which is a measure of citizen complaints in the most recent year against the police officer. Each regression used the predictor "bodycam", which is a measure of whether the police officer wears a body camera (1 for Yes and 0 for No). The second regression also used a predictor for "age", which is the age of the police officer. For this set of police officers, each police officer gets to choose whether to wear a body camera.
	
	officer
	bodycam
	age
	complaints

	
	
	1
	1
	20
	11

	
	
	2
	1
	40
	8

	
	
	3
	1
	60
	5

	
	
	4
	1
	60
	4

	
	
	5
	1
	60
	3

	
	
	6
	0
	20
	16

	
	
	7
	0
	20
	14

	
	
	8
	0
	40
	12

	
	
	9
	0
	40
	11

	
	
	10
	0
	60
	8



. reg complaints bodycam
------------------------------------------------------------
  complaints |    Coeff     p-value    [95% conf. interval]
------------------------------------------------------------
     bodycam |    -6.00     0.017       -10.60       -1.40
  _intercept |    12.20     0.000         8.95       15.45
------------------------------------------------------------

. reg complaints bodycam age
------------------------------------------------------------
  complaints |    Coeff   p-value    [95% conf. interval]
------------------------------------------------------------
     bodycam |    -3.88     0.000       -5.19       -2.57
         age |    -0.18     0.000       -0.22       -0.14
  _intercept |    18.56     0.000       16.89       20.23
------------------------------------------------------------

Interpret the -6.00 coefficient on the "bodycam" predictor, in the first regression.

Officers who wore a body camera received six fewer complaints on average, compared to officers who did not wear a body camera.

Interpret the -3.88 coefficient on the "bodycam" predictor, in the second regression.

Officers who wore a body camera received 3.88 fewer complaints on average, compared to officers who did not wear a body camera, when controlling for officer age.

Explain why the coefficient on the "bodycam" predictor is closer to zero in the second regression than in the first regression.

Officers who wore a body camera were on average older than officers who did not wear a body camera, and older officers received fewer complaints than younger officers, so -- in the first regression -- the bodycam predictor was picking up the effect of the body camera and the effect of officer age; however, in the second regression that controlled for officer age, the bodycam predictor does not pick up the effect officer age.




Below is an illustration of the effect of the inclusion of the control for the age of the officer, for the regressions on the prior page. The slope of the line of best fit in the left panel is -6, and the slopes of the lines of best fit in the right panel are -4 for age 20, -3.5 for age 40, and -4 for age 60, so that the overall "average" of the slopes in the right panel is the -3.88 slope for the second regression on the prior page.
 
[image: A comparison of the body cam and body cam
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reg complaints bodycam if age == 20
----------------------------------------------------------------------------
  complaints |   Coeff   Std err      t    p-value    [95% conf. interval]
-------------+--------------------------------------------------------------
     bodycam |    -4.00     1.73    -2.31   0.260       -26.01       18.01
  _intercept |    15.00     1.00    15.00   0.042         2.29       27.71
----------------------------------------------------------------------------


reg complaints bodycam if age == 40
----------------------------------------------------------------------------
  complaints |   Coeff   Std err      t    p-value    [95% conf. interval]
-------------+--------------------------------------------------------------
     bodycam |    -3.50     0.87    -4.04   0.154       -14.50        7.50
  _intercept |    11.50     0.50    23.00   0.028         5.15       17.85
----------------------------------------------------------------------------


reg complaints bodycam if age == 60
----------------------------------------------------------------------------
  complaints |   Coeff   Std err      t    p-value    [95% conf. interval]
-------------+--------------------------------------------------------------
     bodycam |    -4.00       1.15    -3.46   0.074        -8.97        0.97
  _intercept |     8.00       1.00     8.00   0.015         3.70       12.30
----------------------------------------------------------------------------
[Items 38 through 41] The tables below to the left report information for each of 24 persons (8 immigrants and 16 natives) in a fictional country called Freedonia, with an indication whether the person is an immigrant or a native, whether the person has been convicted of a crime, the person's gender, and the person's age. In the table to the right, calculate the percentage for each cell. For this item, let's assume that each crime has been caught and prosecuted without bias, that each person has committed at most one crime, that each crime is equally serious, and that all other listed information is correct.


	IMMIGRANTS

	Crime
	Gender
	Age

	No
	Woman
	20

	No
	Woman
	60

	Yes
	Man
	20

	Yes
	Man
	20

	Yes
	Man
	20

	No
	Man
	20

	No
	Man
	20

	No
	Man
	60



	NATIVES

	Crime
	Gender
	Age

	Yes
	Woman
	20

	No
	Woman
	20

	No
	Woman
	20

	Yes
	Woman
	60

	No
	Woman
	60

	No
	Woman
	60

	No
	Woman
	60

	No
	Woman
	60

	Yes
	Man
	20

	Yes
	Man
	20

	No
	Man
	20

	Yes
	Man
	60

	No
	Man
	60

	No
	Man
	60

	No
	Man
	60

	No
	Man
	60




	
	SUMMARY STATISTICS

	% of immigrants
convicted of a crime
	
	3 ÷ 8
	37.5

	% of natives
convicted of a crime
	
	5 ÷ 16
	31.25

	% of age-20 immigrant 
men convicted of a crime
	
	3 ÷ 5
	60

	% of age-20 native men 
convicted of a crime
	
	2 ÷ 3
	67

	% of age-20 immigrant 
women convicted of a crime
	
	0 ÷ 1
	0

	% of age-20 native 
women convicted of a crime
	
	1 ÷ 3
	33

	% of age-60 immigrant 
men convicted of a crime
	
	0 ÷ 1
	0

	% of age-60 native men 
convicted of a crime
	
	1 ÷ 5
	20

	% of age-60 immigrant 
women convicted of a crime
	
	0 ÷ 1
	0

	% of age-60 native 
women convicted of a crime
	
	1 ÷ 5
	20




Based on the table data, which group below has committed a larger number of crimes?
· Immigrants
· Natives
· Both groups committed the same number of crimes

Based on the table data, which group below has had the higher crime rate?
· Immigrants
· Natives
· Both groups have had the same crime rate

Based on the table data, which group below has had the higher crime rate when controlling for sex and age?
· Immigrants
· Natives
· Both groups have had the same crime rate controlling for sex and age

Which of the following is the best way to characterize the statement that "These data indicate that immigration to Freedonia has increased crime in Freedonia"?
· The statement is true.
· The statement is false.
· The statement is not clearly true or false.





---

Suppose that data from a university indicated that the mean LSAT score was 165 among a random sample of 300 students who took an LSAT prep course, but the mean LSAT score was only 150 among a random sample of 600 students who did not take an LSAT prep course. The p-value is p=0.01 for a test of the null hypothesis that the mean LSAT score among the university students who took an LSAT prep course equals the mean LSAT score among the students who did not take an LSAT prep course. Is this sufficient evidence to conclude that, at least among these students and at least on average, taking the LSAT prep course raised student scores on the LSAT?
· Yes, because the p-value is p<0.05.
· Yes, because the p-value is p<0.05 and the samples were random.
· No, because the groups in the comparison have very different sample sizes.
· No, because the analysis does not address at least one plausible alternate explanation.





[Items 43 and 44] In U.S. politics, the two major political ideologies are liberal and conservative, and the Republican Party is the more conservative party of the two major political parties. Suppose that we are interested in estimating how much listening to conservative talk radio affects vote choice. 

Suppose that the arrows below indicate the only causal associations between the factors below. Explain whether political ideology should be controlled for in an analysis to estimate how much listening to conservative talk radio affects vote choice.

	Starts to listen
to conservative
talk radio 
	→ 
	Becomes
more politically
conservative
	→
	Becomes more likely 
to vote for the 
Republican candidate



Do not control for political ideology, because that would be controlling for an outcome of listening to conservative talk radio.







Suppose that the arrows below indicate the only causal associations between the factors below. Explain whether political ideology should be controlled for in an analysis to estimate how much listening to conservative talk radio affects vote choice.

	Becomes more 
politically conservative
	→ 
	Becomes more likely to vote for the Republican candidate

	↓
	
	

	Starts to listen to conservative talk radio 
	
	



Control for political ideology, because otherwise there will be an association between listening to conservative talk radio and voting Republican, even though listening to conservative talk radio has no effect on voting Republican.




Suppose that, in a sufficiently large police department, none of the police officers have ever worn a body camera. The police captain then assigns each police officer in the department to wear a body camera for the six months of September, October, November, December, January, and February. Researchers analyze data from the police department and test the null hypothesis that the number of citizen complaints about police officers for the six months that police officers wore a body camera equals the number of citizen complaints about police officers for the prior six months, in which no police officers wore a body camera (March, April, May, June, July, and August). Results indicate that the number of citizen complaints about police officers for the six months that police officers wore a body camera was lower than the number of citizen complaints about police officers for the prior six months, in which no police officers wore a body camera, with a p-value of p=0.001 for a test of the null hypothesis that the number of complaints did not differ between these six-month periods.

Is this sufficient evidence at the conventional level in political science to conclude, at least for this police department and at least on average, that a police officer wearing a body camera caused a lower number of citizen complaints about the police officer?
· Yes
· No

No, because there are plausible alternate explanations still available. For example, the reduction in complaints might plausibly have been due to the time of the year: maybe fewer citizens were in public during the fall and winter (either out and about or committing crime) than in the summer, so maybe police had fewer interactions with people while the police were wearing a body camera, and this fewer number of interactions is why the number of complaints decreased. In this case, the fewer number of interactions and thus fewer complaints were caused by the weather and not by the body cameras.



The table below contains information about six police officers. Each police officer works exactly 40 hours per week. 

	Officer
	Does the Officer
Wear a Body Camera?
	Officer
Age
	Citizen Complaints
about the Officer

	1
	Yes
	20
	7

	2
	Yes
	40
	0

	3
	Yes
	40
	2

	4
	No
	20
	5

	5
	No
	20
	9

	6
	No
	40
	1



Based on the table data, controlling for officer age made the officers wearing a body camera seem ___ at reducing the mean number of citizen complaints, compared to the officers not wearing a body camera.
· less effective
· as effective
· more effective

Without statistical control, officers with a body camera received an average of (7+0+2)/3 = 3 complaints, and officers without a body camera received an average of (5+9+1)/3 = 5 complaints. So officers with a body camera received 2 fewer complaints on average, compared to officers without a body camera.

But let's compare within each officer age group:

Age-20 officers with a body camera received an average of 7 complaints, and age-20 officers without a body camera received an average of (5+9)/2 = 7 complaints. So, at least by this analysis, the body camera doesn't seem to have had an effect within this age group.

Age-40 officers with a body camera received an average of (0+2)=1 complaint, and age-40 officers without a body camera received an average of 1 complaint. So, at least by this analysis, the body camera doesn't seem to have had an effect within this age group.



[Items 47 through 49] On October 31, 2023, Michael Tesler published a blog post at Good Authority about NFL football tight end Travis Kelce, who played for the Kansas City Chiefs and was dating singer Taylor Swift. Midway through the 2023 NFL season, Tesler reported that Kelce had a mean of 108 receiving yards per game in the four Chiefs games that Taylor Swift attended but had a mean of only 50 receiving yards per game in the three Chiefs games that Taylor Swift did not attend. The p-value was p=0.153 for a test of the null hypothesis that these means equal each other.
 

Tesler wrote that "the so-called Swift effect could merely be the result of random variation in Kelce's performance across games". Is this a valid interpretation of the data reported above?
· Yes
· No

Kelce's yards receiving through his first seven games of the 2023 season were:

	Observed yards through 7 games

	Taylor Swift 
in attendance
	60, 69, 124, 179

	Taylor Swift 
not in attendance
	26, 58, 67



Suppose that Travis Kelce did as well over his next 7 games, so that his yards receiving over his first 14 games were:

	Hypothetical yards through 14 games

	[bookmark: _Hlk149807513]Taylor Swift 
in attendance
	60, 69, 124, 179,
60, 69, 124, 179

	Taylor Swift 
not in attendance
	26, 58, 67,
26, 58, 67



If so, the p-value for a test of the null hypothesis that the "Taylor Swift 
in attendance" means equals the "Taylor Swift not in attendance" mean would be __.
· p=0.153
· lower than p=0.153
· higher than p=0.153


Based on Travis Kelce's first seven games of the 2023 season and without other adjustments, the best estimate of the "Taylor Swift" effect was a 58-yard increase in Travis Kelce's receiving yards per game, although that estimate is imprecise, and the associated p-value is not less than p=0.05. 

For the 2021 season and for the 2022 season, Travis Kelce had a higher mean number of receiving yards per game away than at home. For the first seven games in 2023 that Taylor Swift attended, three of the four games were home games for Travis Kelce. 

If our estimate of the Taylor Swift effect incorporates the expectation that, on average and all else equal, Travis Kelce performs better away than at home, then our best estimate of the "Taylor Swift" effect should be an increase of ___.
· 58 yards per game
· less than 58 yards per game
· more than 58 yards per game

If we expect Kelce to perform better in away games, and Swift is more likely to attend home games, then that means that Swift is more likely to be at the games in which Kelce is expected to perform worse.
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